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Abstract
Domain-Specific Languages are developed in order to facilitate software reuse and increase the ease of building domain-specific applications. There is no unified approach to the design and development of these languages and as a result many of them are difficult to use and extend. The goal of this project is to create such an approach and test its efficiency by using it to create a sample Domain-Specific Language.
Introduction

One of the biggest issues facing the software engineering industry is that of software reuse. The problem is that the development of new software for each new solution can lead to an excess in the expenditure of time, manpower, money and other important resources, even in cases where the newly developed software is similar in function and problem domain as previously developed software.  The idea of software reuse is to approach the design and development of new software in such a way that it takes advantage of existing libraries and applications and is itself designed for later reusability. The reuse approach to software development is especially applicable to the software developed for a particular problem domain. The idea is that the functionalities required by any software that is developed for that domain can be abstracted out to a higher level, making it possible to reduce the time and effort required to develop the software that uses that particular functionality. The method of such an abstraction can be the creation of a specific library or framework, or the development of a Domain-Specific Language, which is a high level language that focuses on a specific problem domain.


The idea of a Domain-Specific Language is to provide a resource for application engineers working on a solution in the domain for which the DSL was created, who can create domain-specific applications using the specific calls and expressions provided by such a DSL. The creation of a DSL requires a period of information gathering and decision-making. In order to create a useful DSL, the act of domain analysis needs to be successful. Domain analysis is the modeling of the problem domain in terms of the actions and expressions that can be abstracted out into the functionality of the DSL. Once a domain is analyzed the developers begin to design and implement the language, which is done in a variety of ways. 


It is this variety which is of most relevance to this project. DSL developers do not adhere to a specific set of guidelines during their development process because of a current drawback in the Domain-Specific Language field. There is no existing single standard approach to the creation of a Domain-Specific Language. The purpose of this project is to examine the current practices involved in analyzing domains and designing and implementing DSLs and provide a unified development process that can be used as the standard in DSL development. 

Literature Review
There are three areas of research that are of relevance to this project. The first section of this literature review deals with software reuse. The study of software reuse provides information on the aspects of creating and using software that can be extended and modified for a variety of applications. This is useful to the project because of the reuse aspects of Domain-Specific Language development. A Domain-Specific Language has to be able to provide features and functions that can be used in a variety of applications and not just one specific solution. 

The second section of this literature review is concerned with the Domain-Specific Language itself. This section explores the issues involved in defining DSLs, specifying the problem domains, the approaches to DSL development and the methods of implementation. The third section of this literature is an exploration of the currently existing processes for the development of languages or software. This is of relevance to this project because it is important to look at other development processes and learn from the positive and negative aspects of each in order to create a new and successful development process for Domain-Specific Languages.
Software Reuse

Software reuse is the process of using existing software in the creation of new software. The goal of software reuse is to reduce the necessity for creating new software from scratch where suitable resources already exist. This is, of course, not the standard approach to software development, and a lot of the study being done in the field today is in identifying the obstacles to software reuse and developing methods to overcome those obstacles.

Abstraction is an important part of the reuse process. It is difficult to reuse software artifacts if a certain level of abstraction is not present, since there is the risk that the artifacts would be too specific. Abstraction has two levels: abstraction specification and abstraction realization. When software is layered, with hardware being the lowest layer, each layer of software has a bottom layer, which is the realization, and a top layer, which is the specification. Thus, the realization layer of one layer of software is the specification layer of the next lowest layer. The specification describes what that layer does while the realization describes how it is to be done. 

A reusable artifact has to have concise abstractions, which means that the reusability of an artifact can be easily located and identified. The abstraction should also involve a variable, as it is this variable that is changed from use to use of the reusable artifact. The interface of an artifact is also abstracted, in such a way that the internal details of the artifact are not necessary to the process of integrating the reusable component in a new system.

The next important part of the reuse process is the selection. This is the part of the process in which the reusable artifacts are actually selected. The selection of an artifact as reusable depends on the level of abstraction involved. In a high-level language, the specificity of an artifact is likely to be high, meaning that there is a lower level of abstraction and thus fewer candidates for reuse. A low-level language is the opposite, with several artifacts that are suitable for reuse. The developer holds the primary responsibility in the selection process as it is up to him or her to decide whether a piece of code can be varied and reused. 

After selection comes specialization. This step involves the filling of specialized constructs into the generalized language constructs of a language in order to create a more specific application. The semantics of the language being used dictate the effects of the specialization step and since each language has its own semantics and scope rules, the specialization step involves differing activities for each language. The actions taken in the specialization step affect the type of actions that will be taken in the integration step.
In integration, the large-scale language constructs are composed to form the complete developed system. These constructs include procedures, packages and modules. Integrating a newly-built component and a reused component into a system involves the same amount of work. There exist several module interconnection languages that help with the management of the integration of components into a system. The UNIX pipe is an example of an integration framework for components, which in this case are complete programs (Kruger 144).

The basic requirements for software reuse to be effective are as follows (Kruger 177): 

1) It must reduce the cognitive distance between the conception of the system and its implementation.

2) It must be easier to reuse artifacts to build the system then it would be to build it from scratch.

3) To reuse an artifact, you must know what it does

4) There are several methods of reuse and the right method has to be picked based on the nature of the application and the level of its complexity.

Domain Specific Language
What is a Domain Specific Language?
A Domain Specific Language (DSL) is a language that is created to build applications for a specific problem domain. Very often, a DSL is implemented as a library for an existing language. The key characteristic of a Domain Specific Language is the focus of its expressive power (Deursen et al 26). Every DSL has a problem domain, which is the specific area of application in which the systems created with the DSL will be used. There are several interesting challenges involved with identifying and delineating the problem domain, which will be discussed in the “Domain Analysis” section.
Most of the existing DSL’s are declarative in nature, which means that the programmer has less control over the power of the statements in a program written in that language. A declarative language program is a set of assertions which follow a mathematical logic and as such it provides a design framework which is intuitive and capable of properties not possible in procedural languages.
A Domain-Specific Language is usually on a high level of abstraction, and applies the concepts found in the problem domain by using application generators and components. The features of using a DSL are: increased productivity, reduced cognitive distance, reduced development and training time and increased component reuse. 
Domain Analysis
In order to develop a Domain-Specific Language, the developers need to obtain information about the problem domain for which this language will be used. This process of identifying the domain and all the activities that in encompasses is still undergoing major changes and even though the software reuse community places great importance on identifying domains, the methods which are used to accomplish this are still widely divergent. 

One of the main problems in domain analysis is the gap that exists between the identification of the problem domain and the extraction of information about that domain which can be used in software development. The first part is called “conceptual analysis” and the second part is called “constructive analysis” (Arango 152). One of the products of domain analysis is a domain model, which is the informational artifact which allows the developers to achieve the required level of abstraction in the implementation of the Domain Specific Language. 


The analysis of a problem domain is a work of consensus, as the domain normally contains more than one authoritative individual or institution. It is better to treat those involved with the domain as a community and to extract information about the relationships and levels of power within the community. This is part of the extraction of “real-world” information, meaning that any and all information pertinent to the problem domain is obtained, regardless of its possible final relevance to the developed language. In domain analysis it is important to identify the objects, relationships and operations present in the domain.

One of the main problems with domain analysis, the one that makes this process volatile in many cases, is the fact that domains are almost always natural. This means that the relationships, operations and objects in the domain evolved as a result of the needs of the domain and there is no strong, overarching design principle (or at least one that is mirrored in software or language development) in the creation of the domains. This presents a domain analyst with the problems faced by a natural scientist: identifying naturally occurring phenomena correctly and placing such phenomena into a formal information framework.

The correct identification of the relevant domain actors, entities and processes is a cornerstone of sound DSL design. Due to the existing obstacles to domain analysis, the need presents itself for a domain modeling process structure that will facilitate the developers in the creation of a useful and robust domain model. There would be several benefits to developing a structured approach to domain modeling for DSL design, and some of the key ones are:
1) Time saving: Any developers that would be using an already-created process for domain modeling would not have to create their own plan for this phase of development and can use the process to increase the efficiency of their development schedule, thus saving time.
2) Better Communication: A process that incorporates domain modeling into the development of a DSL would allow for the assignment of roles and responsibilities among the development team members during modeling and would enforce the use of standardized documentation formats to capture analysis data and findings. 

3) Structured Analysis: With a process in place, the team would have a guideline of activities that have to be undertaken and information that has to be extracted. This is especially helpful for the team members with little or no domain modeling experience, since they will be able to follow established modeling procedures without going through a lengthy process of familiarization through trial and error.

Development Processes

The concept of using a development process for software development is currently widely accepted in the software engineering field. Due to the shifting of focus towards more component-based, reusable software that is developed by teams rather than individuals, a need has arisen for a structured, process-based approach to development. Since development timelines and team structures will vary, it is important that the processes that are used are scalable and adaptable.

One of the important reasons for using a process is inter-team communication. Since software development is a highly technical activity, with many of the artifacts containing technical specifications that cannot be correctly understood without the proper technical knowledge, the use of a software development process provides the methodology for communicating technical ideas in non-technical terms. This enables members of management or clients, who may not have technical knowledge, to communicate effectively with software developers to ensure the adherence to requirements during development.
Here are some examples of the development processes that are currently employed in software development:

Ad hoc
This is not an actual established development process. Ad hoc development refers to unstructured (or “process-free”) programming. This kind of development usually happens on very small projects with very small project teams (one or two individuals). This is, of course, not the most desirable approach, but sometimes the small size of the team and project, and limitations imposed by time and other resources (such as management), dictate that the development is best undertaken “ad hoc”. Often, the product of ad hoc development is poorly structured and document and ends up not being reusable. This kind of development is not usually carried out when an external customer is involved, because of the lack of enforcement of documentation and communication in the process.
Cleanroom 
The name of this process refers to the manufacturing process for creating components that must be impurity-free for proper functioning. In the cleanroom process, it is assumed that the parts created are impurity free because the manufacturing environment is controlled and impurity free.

The parallel in software engineering is that the focus in development is on creating “clean” functions, which are checked with validation testing, which correspond to strictly enforced contracts. Another feature of the cleanroom process is the mathematical approach to function design: the statement that a computer program is an expression of a mathematical function is central to the way in which functions are written. 


The way in which evaluation occurs in cleanroom development is as follows: written functions are reviewed by peers to make sure that they match the contracts and the functions are statistically tested. This means that a sample space is created for each piece of developed software, containing all the possible uses for the piece of developed software. The performance of the developed software on the sample of selected applications is used to statistically determine the performance of the developed software on the entire population of possible applications.

Cleanroom is used in creating defense applications and is considered as the process for creating reliable, understandable and mathematically correct software.

(http://www.sei.cmu.edu/str/descriptions/cleanroom_body.html)
Extreme Programming (XP)
This approach is part of the agile software development methodology and involves incremental, iterative development with frequent regression and unit testing and constant user interaction through an onsite customer approach. The development is done in pair programming, which comes from the idea of elevating peer review to the next level. Refactoring is used to “clean up” code and ensure that the current code reflects the requirements and the system model. 

Basically, the idea behind Extreme Programming is to take all the desirable ideas in software development and take them to an extreme level in an attempt to increase productivity and eliminate bugs through rigorous testing and rapid cycling through development iterations and component integration.

Extreme Programming is recommended for teams that are small in size and ones where shared code ownership and visibility and accountability are a priority. The ideas behind Extreme Programming can be applied to other types of projects by a discipline called “Extreme Project Management”.
(http://en.wikipedia.org/wiki/Extreme_Programming)

(http://www.c2.com/cgi/wiki?ExtremeProgramming)

Rational Unified Process (RUP)
The Rational Unified Process was created by the Rational Software Corporation, which is now a part of IBM. RUP covers every step of the development lifecycle of a product, from the first idea to the handing over of the product to clients and maintenance. RUP offers a meta-model for the development process, meaning that it is kind of a model of models for processes. Developers have to figure out for themselves the RUP configuration that is relevant to their development work. 

RUP is usually considered as being more suited for large development teams working on large products, but the ideas and methods used in RUP can be scaled to smaller projects and smaller teams as well.

The key features in RUP are:

1) Iterative development – Development occurs in a series of iterations, and each iteration produces a ‘release’ of the product, with priorities and the requirements changing from iteration to iteration, resulting in risk and requirements management This approach allows for a constant refinement of the product as it improves in correspondence to the requirements and becomes more stable and bug-free.

2) Managing requirements – RUP enables the development team to interact with the client and manage changing requirements through a framework of documentation which is captured in document standards provided by RUP. The various RUP artifacts that are part of requirements management provide an avenue for coherent conversation between client and developer, unhindered by the boundaries of technical language or knowledge.

3) Component-based architecture – The RUP approach to software development is tailor made for component-based architectures. This means that the type of project that RUP is best suited for is one where the solution is not being written as one big piece but rather as a system of components that are developed and tested separately from an agreed-upon design and then integrated into the solution system. The RUP methodology is particularly well-suited to the object-oriented approach to programming, since an object can be modeled as a component in RUP.
4) Visual modeling – A big part of RUP is the ability to diagrammatically represent the system being developed. This allows for design and development at a higher level of abstraction than code. This in turn means that it is easier to communicate ideas between teams working in different systems and languages and between engineers, managers and customers. The developed visual models can then be used as guidelines in the actual coding of the solution, since a properly modeled diagram will contain all the essential information about the component or subsystem to be developed. 
5) Quality Assessment – The testing and quality control aspects of developing a product are integrated into all RUP iterations instead of being externalized to another team. This ensures greater quality assessment at development time and is indicated as being a more QA method.

6) RUP Phases – Software changes at different rates and in different ways during the development lifecycle. RUP captures the dimension of time in software development by splitting the lifecycle into phases: Inception, Elaboration, Construction, and Transition. This is used as a guideline for project integrity, ensuring that different levels of protection are offered to different sections of the system during different phases, meaning that it is less possible for drastic changes to break the integrity of the developed components. 
The adaptable and detailed nature of RUP and its friendliness to changing requirements and component-based architecture make it an ideal candidate for serving as a blueprint for a new development process, such as a process for developing Domain Specific Languages. 
Methodology
There are several challenges involved with the creation of a new development process. The requirements from a development process are that it be adaptable, comprehensive, functional and reusable. If this process is to be adapted by developers of Domain Specific Languages, it will have to accommodate all the considerations that would need to be made during development as well as provide the resources for communication and documentation of the project at every stage of development. With an eye towards reuse, we made the decision to base our process on an existing and widely used one. One f the main benefits of doing this would be that the process would not be presented as  completely new and unfamiliar material to developers but rather as a reworking of existing and accepted methods. The next step for us was to find an acceptable model.
Finding a model

One of the main factors in considering the model for our process was adaptability. Can the process be reconfigured to reflect a Domain Specific approach to development? Is there room for change in the structure of the development process? Since we wanted the process to remain familiar, the model would have to allow for change without being completely changed itself. In fact, the best-case scenario would be that the process that we develop can be “plugged” into a larger, existing and widely-accepted development process, with our contribution consisting on shifting the focus from software development to language development. 

The goal of our project is to create an important resource for developers working on new and existing domain specific languages. Since most of those who develop domain specific languages also work on developing software, it only seems reasonable that basing our model on a process that is familiar to the target users would be the best way to go about our work.  Thus, another basis for selecting our model was familiarity. 

Our expected results from creating a new development process would be to provide developers with a means of streamlining their activities and focus on creating a robust, usable and extensible language. Documentation and communication are key elements of successful team-based development. A thoroughly planned lifecycle and well-documented requirements and specifications are important for efficient project work. Thus, the model that we choose would have to provide the tools for communication, documentation and planning, which can be adapted to DSL development. 

With these considerations in mind, we selected the Rational Unified Process as the model for our Domain-Specific Language Development Process. 
Why RUP?

The Rational Unified Process was developed by Rational Software, which is now part of IBM. It is comprised of many best-practice methods that are adapted by software development teams around the world. (http://www-306.ibm.com/software/awdtools/rup/features/index.html)
One of the key features or RUP that makes it so attractive to us is its flexibility. It is not so much a process as a meta-process, meaning that it is a framework for other processes. Each team that uses RUP goes through a configuration activity, tailoring it to the team’s specific needs. This is what we are going to be doing, even though we are not going to be just adapting RUP, but rather taking parts out and putting our own parts in, as we consider necessary.

Another attractive feature of RUP is its familiarity. As has already been mentioned, it is in wide use across the world and thus is familiar to a large number of developers. A new process based on RUP would share some of the familiarity of this meta-process and would thus be more readily accepted that one that is built from the ground up.  We feel that more people would be willing to accept and use this process if it has a familiar look and feel to it and if the activities and disciplines that it describes have been used before. 

Software developers tend to have a “stick to what works” approach, and so a new process might be treated with a fair bit of skepticism, whereas something that can be presented as an extension of a widely-used and proven process will receive a warmer welcome. The important part for us is to follow the style and philosophy of RUP closely enough that those developers that choose to use the process due to this association will actually be able to apply their existing knowledge of RUP to working with our process. On the other hand, because RUP was designed with software, and not language, development in mind, we have to make a few definitive decisions in process-tailoring that will set our process apart from simple “modified-RUP” processes.

The specificity of our purpose has already been mentioned: developing a reliable process for developing useful domain-specific languages. Language development and software development both share common elements and are distinct along several key points. 

Who Needs a Language Development Process?

We believe that if we are successful, we will have produced the first formal language development process. Why is it that in this modern age of software engineering there is no accepted process for developing a programming language? The simple answer is that no one has really identified the need for one until this point. Most commonly used general purpose languages (GPLs) are either championed by large computer corporations like Sun (Java) and Microsoft (C#) or have come out of the academic world (Pascal, Lisp). Most languages do not come out of a process wherein a project starts with requirements and goes all the way to deployment, iteratively or otherwise. Many languages are developed by two or three people teams who are designing the language not for commercial use and not upon request from a client.


Then, one can ask, why develop a process? Since so many powerful and widely used languages were developed without using some sort of unified process, why start now? The answer lies in the “Domain-Specific” part of the equation. While it is true that general purpose languages will most probably continue to be developed using ad hoc or in-house processes, several smaller languages are developed more frequently and over smaller time periods for domain-specific applications. One common problem with such languages is the inaccuracy introduced into the process while identifying and modeling the process. Another problem is with the extensibility of such a language. Many developers approach DSL development as a one-off project, without considering future extensions to the developed product. Thus, a lot of these languages end up being inflexible and can, as a result, grow outdated and obsolete. 


A lot of times the scope of the project is so daunting that the team has to focus on completing the task at hand and tackling the complex engineering issues involved, losing sight of a proper development process. For example, languages that are written for process control and involve the translation of simple declarations to complex legacy code can be very difficult to work on and developers working on such projects may become too involved in solving the technical problems to keep track of maintaining a good collaborative environment and planning for the future of the product. 

On the other hand, there may be teams developing DSLs who work with their own high-ceremony processes and thus have no need for a new, unified method. What can our method offer to such developers? Well, for one thing, by creating a comprehensive development process we hope to emulate the flexibility of RUP, meaning that ideally our process could be tailored to each group’s specific needs, without being so generic that it fails to act as a good guideline for DSL development. A team with an existing process might be missing some of the aspects of development that our process covers. 

Of course, a DSL development process does not have to be everything to everyone. There might be DSL development projects that are so small in scope that adapting a development process might add considerably to the project overhead. There might also be projects that are so far removed from the central concept of DSLs that the using the process would require the development team to distort information regarding the project in order to have it conform to the process’s standards. These are, of course, extreme scenarios, and the purpose of our work is to provide an overall blueprint that can be adapted by most DSL development teams.

Language Development vs. Software Development

Since we are adapting what is essentially a widely-used software development process for language development, it is worthwhile to explore the differences and similarities of software and language development. The purpose of this examination is to provide support for the viability of using RUP as a model for a language development process as well as showing why a deviation from standard software development methodologies is necessary. 

One of the most obvious differences between languages and software products is the volume of production. At any given moment, there are thousands of software products at some point in the development lifecycle. Almost every kind of business all over the world requires software and the production of software has become an industry of considerable size with a serious presence in several countries. The need for new languages arises on a much smaller scale. When new solutions are required, the current paradigm is to think of the solution in terms of a new software product or a reworking of an existing software product. It is very rarely that the solution to a particular problem is the creation of a new programming language. 

There are many reasons why new languages are not developed more often. The reluctance of software developers can be seen as the main one. Many software engineers are comfortable working in a particular language or set of languages (e.g. Java or the .NET framework of languages) and feel that they are most productive and creative when using these languages. These developers would not want to keep learning new languages with every new project that they undertake. Constantly switching languages requires the ability to “port” one’s abilities in one language to a different one and having to learn many techniques and specifics all over again.  

However, does the target user for a language always have to be a software developer who is already proficient in a programming language? No. In fact, one of the ideas behind Domain Specific Languages is to provide a high enough level of abstraction from the technical aspects of software development that a relatively inexperienced user could program in it to create useful applications as necessary. Such languages are a productive avenue for software reuse since many of them basically consist of calls to specific libraries in a more commonly used programming language and the use of a DSL allows for the use of these libraries repeatedly to create different programs. 

The product lifetime for a language is also different from that of a software product. Software can be supported by updates, patches and version releases, while a language has to be stand-alone and usable upon delivery and even though it is not out of the question that new releases will happen, this will be much less frequent than for software. A language may have associated tools and compilers but in the end, it exists as a formal specification rather than a definite product. Thus, once it is released, it is very difficult to change the makeup of a language as every user of the language would have to be notified and all applications written in it might need to be rewritten. 

Specific to DSL development, the activity of domain analysis is more extensive for a language than it is for a software product. Domain analysis for a language is important for previously mentioned reasons: if the analysis is not comprehensive enough and the domain is not correctly identified and translated into language functionality, it will make the language less useful in the domain. If some elements of the domain are ignored in the analysis and design phase, this affects the accuracy of the modeling of all the related elements.  If something similar happens for a software product, the additional required functionality can be added with a plug-in or patch, if the product can accommodate this.

There are several other differences between developing a software product and a Domain Specific Language. These have to do with the intended final use of one versus the other. DSLs require supporting tools, interpreters/compilers and documentation, along with examples and tutorials, while software products are normally delivered with just one form of written documentation. The transition period for a DSL can be much longer than for a software product since the developers have to ensure that not only can the target users understand all the tools and documentation but that they also understand the nature of the language itself. In testing, the language has to be tested along more parameters than a software product. Not only do the tools and interfaces that will be offered to the user have to be tested, but also the stability of the language itself as well as the applications developed using the language.

Because of these reasons, the conversion of a software development process to a language development process will require quite a few changes and will be, we feel, a significant contribution.
Developing the Process

Two of our main tools in the development of this process are research and experience. Our research exposes us to the current shortcomings in DSL design and development as well as providing an insight into the currently used processes (such as they may be) and our experience with software engineering projects and software development processes allows us to get a feel for what would fit and what wouldn’t work in a new DSL development process. Since we are working with RUP as our model meta-process, one of the first steps in developing the process was to familiarize ourselves with the different phases and disciplines of RUP.

Our method is to take an initial look at the RUP disciplines and try to decide on the “readiness” of the different parts for conversion into a language development process. As mentioned, there are similarities between software and language development and thus we do not have to change the parts of RUP that are similar for both the processes, since our goal is to retain some resemblance to the original RUP model. On an initial working through of the process the most obvious divergent disciplines are Business Modeling, Requirements, Analysis & Design, Implementation and Test. 


All of these disciplines have some similarities with what would be required of a language development process and so there is no need to swap them out completely. Rather, there are parts of each discipline that could be replaced with sections developed by us, parts that need to reflect DSL development rather than software development. Before going into a discussion and detailing of the changes made to these disciplines, it is worthwhile to talk about the ones that we feel don’t need to be changed.

Project Management

The Project Management discipline consists of activities that are directly relevant to software development as well as language development. The activities are: Conceive New Project, Evaluate Project Scope and Risk, Plan the Project, Monitor & Control Project, Plan for Next Iteration, Manage Iteration, Close-out Phase and Close-out Project. All these activities are relevant to a language development project. Even though the products being developed are different, there is no necessity to change the Management discipline since the same management principles apply to sound language and software development.

 Environment
This discipline consists of the activities Prepare Environment for Project, Prepare Environment for Iteration and Support Environment During an Iteration. All these are activities that we definitely want to retain for our process, since they support the kind of robust, iterative development that we want our process to espouse. There is nothing in these activities or in this discipline that would make it unsuitable for language development, and so we decided to accept it into our process unchanged. 

Configuration & Change Management

The activities in this discipline are Plan Project Configuration & Change Control, Create Project CM Environments, Change & Deliver Configuration Items, Manage Baselines & Releases, Monitor & Report Configuration Status, and Manage Change Requests. All these activities and sub-activities as well as the resulting artifacts all have a place in a DSL development process, since a language development project needs configuration and change management just as much as a software product development project does.

Deployment
The activities in this discipline are Plan Deployment, Develop Support Material, Manage Acceptance Tests, Produce Deployment Unit, Package Product, Provide Access to Download Site, and Beta Test Project. All these activities are relevant to the language development process. Even though the product that is being deployed is different, the essential philosophy is the same: supporting material, packaging, access to product etc are all things that we want to include in the process for developing a useful DSL.


Based on these decisions, we did not undertake any changes to the disciplines described above. Even though the developers have the final say over what activities they chose to include in their tailored process, we would recommend that they include all the activities in these disciplines as they contribute to the robustness and stability of a process and help to reduce the risks that are involved with a development project. The additional benefit of keeping these disciplines unchanged is that there is less burden on those team members with less technical and more managerial roles as they do not have to learn new methodologies for managing changes, configuration, deployment, the environment or the entire project. The members of the team who deal with the more technical aspects of development are also benefited as they do not have to expect a different management style than from any other RUP-based process. 


The is a description of the changes that we made  to the remaining disciplines in order to make them more relevant to the development of a DSL rather than a software product.

Business Modeling
In the Business Modeling discipline of RUP, there is an activity called “Develop a Domain Model”. Since the focus of our project is very domain-oriented, it made sense to expand on this activity until it was a complete modeling process. The process for domain modeling that we have developed is based on the practices described in several articles on domains and DSLs as well as on the best practices known to us from our software engineering experience. What follows, delineated by the dotted horizontal lines, is a description of the Domain Modeling process: 

------------------------------------------------------------------------------------------------------------

Domain Modeling
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Once a problem has been presented by the stakeholders, the development team has to engage in the Domain Modeling activity.

Assess Domain Status

The assessment of domain status involves the following steps:

Identify Domain Expert
The development team has to identify a person or group as the expert on the problem domain. This is the entity that is consulted during Domain Modeling in order to obtain the details about the features, restrictions and specifics of the domain.

With the help of the Domain Expert, the team then
Evaluate Current Business Methods in Domain

This is used to capture the non-quantitative information about the methods of business that are common in the domain. The vision for the domain is updated with the information obtained.

Key Resulting Artifact: Vision
Construct Domain Glossary

Identify and Define All Domain Related Terms

Throughout the Domain Modeling process, the team has to keep track of all the terms and practices specific to the domain. This is done by constructing a domain glossary which is used as a reference tool.

Key Resulting Artifact: Domain Glossary

Identify Data Entities

Identify All Domain Related Data Objects

As part of the work with the Domain Expert, the developers identify the data objects that are manipulated in the domain activities by the domain actors.

Key Resulting Artifact: Domain Entity List
Identify Domain Actors

Identify All Actors in Domain
This activity identifies all the actors who interact with other actors through activities and the manipulation of domain data objects.

Key Resulting Artifact: Domain Actor List

Identify Domain Processes

Identify All Business Processes in the Domain
This part of the activity identifies the processes that connect the actors and the data objects.
Key Resulting Artifact: Domain Process List

Assign Roles & Responsibilities

Assign the Actors in the Domain Responsibilities for the Processes in the Domain

The object of this activity is to use the obtained domain information to create a model of the roles and responsibilities of the actors in the domain processes. 
Key Resulting Artifact: SPAR Diagram (Specification of Process-Actor Relationships)

Identify Data-Process Relationships

Describe Relationships Between the Processes in the Domain and the Data Entities That Are Affected by Them

Describing the relationships between the processes and data entities is the first step in modeling the architecture of the solution for this problem domain as the complexity and volume of the process-entity relationships will affect the design decisions of the development team.
Key Resulting Artifact: SPER Diagram (Specification of Process-Entity Relationships)

------------------------------------------------------------------------------------------------------------

The idea is that this will produce a complete and accurate domain model that the developers can now use in their Requirements activities. A discussion of the artifacts resulting from the process is presented later in the report. Of course, the domain modeling process is a continuous one and this activity is revisited at many phases in the development process. In practical terms, the more accurate the domain model, the greater the likelihood of the developed languages being useful in the domain.

Requirements
The Requirements discipline is not changed radically, since the two basic concepts of understanding the stakeholders’ needs and managing changing requirements are retained. Here is a more thorough description of the changes made.

------------------------------------------------------------------------------------------------------------

Requirements
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This phase is the investigation of the problem in terms of collaboration between the stakeholders and the developers in order to create a commonly accepted description of the problem.

Understand Stakeholders’ Needs

Part of correctly modeling the problem is in understanding it from the point of view of the stakeholder and to be able to frame it in terms of the stakeholders’ needs. The best way to understand these needs is to 

Communicate With Stakeholders to Gain a Better Understanding of Their Needs

Using this information, the developers have to investigate the problem domain and the availability of solutions that match the problem and the needs of the stakeholders that would need to be a part of the solution to the problem. As a result of this activity, the Vision and Glossary would need to be updated. Therefore, the next step would be to

Present Stakeholders with Vision Document and Glossary for Review
The benefit of this is that it allows the stakeholders to review and provide feedback on the development team’s version of the requirements set for this problem. This is an iteration-based process, so this review would occur after each round of changes to the Vision and Glossary.

Key Resulting Artifacts: Refined Vision Document and Glossary

Refine Domain Model

The development team uses the feedback received from the stakeholders as input for revision of the current domain model of the problem domain. This can occur in a variety of ways. For example, the scope of the domain model could be reduced after a decision is made that it is currently not specific enough. At the end of this activity, the development team has to

Present Domain Model to Stakeholders for Review
The stakeholders review the domain model and provide feedback on the revisions. As a result of this activity, the development team has to
Refine Domain Model According to Stakeholders’ Input

This results in the creation of a more accurate domain model which is more representative of the stakeholders’ needs and captures the details of the domain more accurately.

Key Resulting Artifact: Refined Domain Model
Identify Target User

Once the domain model is refined, the development team has to investigate the target user of the solution. This activity allows the team to 
Identify the Probable Target Users of the Language
This activity investigates the skills of the end user in terms of programming and software modification. Since the target user could potentially be anyone from an expert programmer to a non-programming computer user, the information gathered here is useful in determining the complexity of the language and the level of control that is delegated to the user. 

The information gathered in this activity directly affects the next stage of the Requirements phase:
Identify Technology

In this stage, the development team work from the information provided by stakeholders and the target user information and 

Identify the Technology that Must be Supported by the DSL

There are two aspects of technology that have to be identified:

· List Platforms
- The development team identifies the platforms on which the solution will be implemented.

· List Languages – The development team identifies the list of languages that the solution has to support. One of the benefits of a DSL is the ability to generate code in different languages using the same set of instructions, and this list determines what languages the DSL will be able to generate code into.

Manage Changing Requirements

This is a parallel activity to those described above. Since requirements can change at every step of the process, this is an activity that the team is always involved in. 

The steps in this activity are as follows:

Manage Changes in Requirements

· Update Vision

· Update Glossary

· Update Domain Model

· Update Information About Target User & Technology

· Present Updated Documents to Stakeholders for Review

------------------------------------------------------------------------------------------------------------ 

Analysis & Design

There are some considerable differences in our version of the Analysis & Design discipline, since we are trying to develop a language rather than a piece of software. This is why there is such a divergence between our proposed version and the RUP version of Analysis & Design. 

------------------------------------------------------------------------------------------------------------
Analysis & Design
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Using the information gathered about the requirements and the domain, the development team proceeds to the next phase: design and analysis of the solution. 
Define Language

When the requirements information has been gathered and the development team are prepared to go into the analysis and design phase, the final decision to be made is the decision of mode of implementation of the language.

The choices for the activity
Define How the Language is to be Implemented
Are as follows:
· Library

· Framework

· Compiler

· Interpreter

Define Architecture

Formally Define Architectural Decisions by Analyzing the Requirements Specifications & Domain Model
A series of decisions about the nature of the solution are made in this activity, which will dictate the design of the solution.
Key Resulting Artifact: Software Architecture Document? (Maybe Language Architecture Document)

Analyze Behavior

Analyze the Interactions Between the Actors and the Processes

This is similar to the activity in the requirements phase, but here it is done with more focus on framing these in terms of the methods and objects that can be used in the solution.

Create Use-Case and Sequence Diagrams
Diagrams are created based on the knowledge of the domain and the analysis of the interactions.
Key Resulting Artifacts: Use-Case and Sequence Diagrams

Design Components

Design the Components that the Language Will Consist Of
The developers make design decisions about the breakdown of the solution into components.

Create Class and Package Hierarchies
The components are further classified into hierarchies to allow for ease of modular development and testing.
Key Resulting Artifacts: Class Diagram, Package Diagram, Component Diagram

Design Adapters

Design the Adapters for Data Manipulation and Access Needs Outside of the Language
This is the design step in which the developers create the adapter classes through which the solution will interact with external resources.
Design User Interface

Decide How the User Will Develop the Applications Using the Language

In this activity the decisions about the extent of the interaction and control of the user with the language are made. Using the information about the nature of the solution and the target user, the developers make decisions about the design and the complexity of the interface.
Design Visual UI

Design the Visual Components of the Interface to the Language

The prototype of the interface that users will use to interact with the language is designed.
Key Resulting Artifact: GUI Prototype

Define Language Syntax

Define the Grammar and Syntax of the Language
The actual structure of the language is defined. This is the set of rules that will be used by the tools used to implement the language.
Key Resulting Artifact: Language Definition

Design Interpreter/Compiler

Design the Interpreter or Compiler that Will Be Used for the Language
Based on the decisions of the interface to be used for the language, the tool that will be used to interact with the language is selected and a design for the tool is created.

Key Resulting Artifact: Interpreter/Compiler Specification and Design

---------------------------------------------------------------------------------------------------
Implementation
The structure for the implementation of a Domain Specific Language is similar to the structure for the implementation of a software product. The difference is that in our process we add a few optional flows, such as the integration of the GUI and the compiler into the system.

------------------------------------------------------------------------------------------------------------

Implementation
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Structure Implementation Model

Structure the Implementation Model

This is where the Implementation Model is developed and divided into Implementation Subsystems that can be worked on independently. A well-structured model allows for ease of building on to the product and minimizes configuration management problems.

Key Resulting Artifact: Implementation Subsystems and Implementation Model

Plan the Integration

Plan the Language Integration
This is where the implementation subsystems are integrated into a build of the language. The number of subsystems that are integrated as part of an iteration will vary depending on the size of the project and the importance of the subsystems. Integration requires some expertise with integration tools and procedures. Once the schedule for integration of the subsystems is laid out, it can be included in the overall Language Integration Plan. 
Key Resulting Artifact: Language Integration Plan

Implement Components

Implement the Components of the Language
The development teams work on the components (subsystems) of the language and develop them separately. This step is supposed to produce all of the components that the fully integrated language will have.

Key Resulting Artifacts: System Components

Implement Interpreter/Compiler

Implement the Interpreter or Compiler for the Language
In this activity, the development team works on creating the interpreter or compiler that will be used to create functional applications from the code written in the developed language. The interpreter/compiler decision that is made in the Analysis & Design discipline will affect the development tasks in this activity.

Key Resulting Artifact: Interpreter or Compiler

Implement GUI

Implement the User Interface that the Application Developer Will Use
This is an Interface Design activity. The members of the development team who specialize in Interface Design will create the appropriate visual interface with the language, using the information about the target industry and target user to make design decisions. The GUI will be the main tool that will be used for interaction with the language once the language is delivered to the clients.
Key Resulting Artifact: GUI

Integrate Each Subsystem

Integrate Each Subsystem in the Language
In this activity, a single, integrated version of each subsystem is created. This is important because several developers could be working on different aspects of the same subsystem simultaneously, and this integration will ensure that the team delivers one integrated component which includes all the developed functionality.

Key Resulting Artifact: Implementation Subsystem

Integrate Subsystems

Integrate the Subsystems
In this activity, each team presents its integrated component into the common workspace for system integration. This activity involves build management tasks since the development lifecycle will produce several versions of each component and several versions of the integrated system build.
Key Resulting Artifact: Fully Integrated Components

Integrate Language

Integrate the Language Components With the GUI and Interpreter/Compiler

Once the components of the language are integrated into a functional whole, the compiler/interpreter is integrated into the system. The interpreter/compiler tool is configured to work with the current version of the language to produce robust applications. The integration activity will result in a complete language build.

Key Resulting Artifact: Language Build

------------------------------------------------------------------------------------------------------------

Testing
The Testing discipline is different for a DSL because there are so many specific components that have specific testing procedures. Not only does the language itself have to be tested for stability, but the applications created with the language and the GUI and interpreter/compiler have to be tested as well. Here is a more detailed description.

------------------------------------------------------------------------------------------------------------Testing[image: image5.png]art of testing actviy’
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Define Test Goals

Define the Goals and Expected Results for the Testing Stage
In this activity, the developers decide upon the goals for the testing activities and establish the expected results.
Key Resulting Artifact: Testing Goals

Define Test Strategies

Define the Strategies that Will be Used to Test the Language
The actual types and the schedule of the testing that will be performed on the language are determined in this activity. This can change depending on the information obtained in the Requirements and Domain Modeling disciplines and the decisions made in the Design & Analysis discipline.
Key Resulting Artifact: Test Strategy

Test Language Stability

Test the Stability of the Language
During this part of the activity, developers will observe the stability of the language when it is subjected to pre-determined changes. The purpose of this is to ensure that the structure of the language allows for change and does not “break” during future development. 

Test Trap Door Scenarios
This part of the activity involves the testing of the trapdoor elements of the language. Components are taken out and put into the language and the performance of the language is tested under these conditions. The purpose of the trapdoor testing is to ensure that the language is modular and that it allows for change in its functionality.

Key Resulting Artifact: Stability Test Results

Test Interpreter/Compiler

Test the Interpreter/Compiler
The interpreter/compiler tool that is used to develop applications with the new language is tested to ensure its efficiency and usability
· Test Efficiency – The interpreter/compiler is used to create a number of test applications and the performance of the interpreter/compiler in creating these applications is measured.

· Verification and Validation Testing – The interpreter/compiler is used to create a number of test applications and the generated code is examined. This is done to ensure that code is being generated correctly on a syntax level and a functional level.
Key Resulting Artifact: Interpreter/Compiler Test Results

Test GUI

Test the Usability and Stability of the GUI
The visual interface that will be used by the end user for application development is tested for usability and stability.

Key Resulting Artifact: GUI Test Results

Create Test Application

Create the Test Application Using the DSL
A test application is created using the language. The application contains the features that are to be tested and is compared to a similar program written in a commonly used language. The two applications will be compared along several commonly-used metrics.

Key Resulting Artifact: Test Application

Test Application Stability

Test the Stability and Usability of the Test Application
The test application that is written in the Create Test Application activity is tested for usability and stability using the standards established in the Define Test Goals activity.
Key Resulting Artifact: Test Application Test Results

Test Development Efficiency

Test the Efficiency of the Development Process Using the DSL

· Compare to General Purpose Language Based Development (Parallel Development) – the two test programs are compared along the pre-established metrics.

· Evaluate Metrics of Developed Application -  The results of the parallel development activity are analysed for efficiency.
Key Resulting Artifact: Efficiency Analysis

Evaluate Test Results

The evaluation activity is comprised of the following steps:

Evaluate All Test Results
The results from all the tests are evaluated using the Test Goals that were determined at the beginning of the discipline.

Evaluate Effectiveness of Tests
After the testing activities, an evaluation of the actual tests that were used is performed and the developers decide on whether or not the tests were adequate for the evaluation of the language.

If Tests Were Not Adequate, Go Back to Define Test Strategies
If the tests are determined to be inadequate, then the Testing discipline enters the next iteration, with appropriate changes made to the test plan during the Define Test Strategies activity.

------------------------------------------------------------------------------------------------------------
This concludes the description of the RUP-like disciplines that we have developed for Requirements, Domain Modeling, Analysis & Design, Testing and Implementation. One feature of the descriptions that has remained unexplained, in terms of origin or development, is the collection of process artifacts that we authored. Many of these have been created by modifying existing artifacts from RUP and some have been designed specifically for this process.

Developing the Process Artifacts

The Rational Unified Process includes a number of artifacts that help in guiding development. RUP artifacts are models, documents and software entities which capture information from the process which can be modified at different steps and iterations of the process. These artifacts include: the Vision document, the Use Case model, and the business glossary. Each of the artifacts has a place of importance in the process and some are more important towards the Inception phase while others are more important towards the Transition phase. However, the artifacts that are currently a part of RUP are designed to capture information and modeling activity that is aimed at creating software products and not Domain-Specific Languages. 
This is why it was important that, if we were to create an extension of RUP that is used as a Domain-Specific Language development process, the process has to provide suitable artifacts to capture the information about the modeling and architectural decisions that are made during development and that these artifacts have to reflect items specific to DSL development. With this in mind, we went through all the RUP disciplines and the modifications that we made to RUP for our DSL development process and decided on the list of artifacts that we would have to create. Our criteria for deciding to create a new artifact were as follows:
1) Necessity – Is the artifact really going to be necessary in the DSL development process?

2) Uniqueness – Is there an existing RUP artifact that can be used instead of creating a new one?

3) Feasibility – Is it possible to create the necessary artifact?

Using these criteria, we have developed a number of artifacts, distributed across the five RUP disciplines that we modified. These are as follows:

In Domain Modeling:

· Domain Glossary – This is c collection of the terms that are specific to the domain and an explanation of each term. During the modeling process, the developers work with domain experts to gain an understanding of the domain and this is one of the artifacts that is used to document the information that they obtain. 
· Domain Entity List – This is a list of all the entities that are part of the problem domain. Here, entities refer to data objects, such as a payroll file or a restaurant’s menu.
· Domain Actor List – This is a list of the actors in the problem domain, where actors refers to the roles that exist in the domain. That is, the same individual could actually be doing the work of several actors, if he has several sets of roles and responsibilities.
· Domain Process List – This is a list of all the processes that occur in the domain. Processes are related to the access or mutation of data from the domain entities.
· Specification of Process Actor Relationships – This is the formal representation of the relationships between the domain processes and domain actors. It is used to identify the set of responsibilities for each actor. The preferred method for this representation is a diagram.
· Specification of Process Entity Relationships – This is the formal representation of the relationships between processes and entities in the domain. This shows which processes are responsible for manipulating the data in each of the domain entities. The preferred method to represent this is also a diagram.
In Requirements:

· Domain Model – This is a set of different documents and diagrams, such as the ones that are the resulting artifacts of domain modeling, which together constitutes a working model of the problem domain. This model gets refined during each iteration of the process as information is added and corrected.
In Analysis & Design:

· Language Architecture Document – This is a slight modification of the software architecture document. Some of the information fields have been changed to reflect language development over software development, but the essential idea is the same: this artifact captures the project architecture and is used as a reference by the developers in making decisions about the implementation of the project. 
· GUI Prototype – If the developers decide to include a language tool with a GUI, a tool that the end users can use to write applications in the language, this GUI prototype will be used as a design artifact in creating the GUI for that tool. 
· Language Definition – This is the formal definition of the plan for the implementation of the language. This is where the decisions of whether the DSL was going to be a framework, a schema, a library or an actual language are determined. 
· Interpreter/Compiler Specification and Design – This is the document that captures the design ideas for the interpreter/compiler for the language. This will include the specifications for the functionality of the interpreter/compiler, the interface, and the documentation and error reporting.
In Implementation:

· Language Integration Plan – this document will define the components of the language and the plan for the integration of these components to form the complete version of the language. 
· Interpreter or Compiler – This refers to a build of the interpreter or compiler for the language.
· GUI – This refers to a build of the GUI for the tool to be used for working with the language.
· Language Build – This is a version of the product. It might not include all the proposed components but this version of the language can be used to created domain specific applications.
In Testing:
· Testing Goals – A specification of the goals that the developers hope to attain through the testing process.
· Test Strategy – A plan for testing: this consists of the documentation of the sequence of testing activities, a list of expected results and the description of the types of tests that will be carried out.
· Stability Test Results – This is documentation of the performance of the language in the event that a component of the language is replaced with another version of the component or if a component is added or removed.
· Interpreter/Compiler Test Results – This tests the interpreter/compiler by analyzing the output against expected results using different inputs and the error reporting capabilities of the interpreter/compiler.
· GUI Test Results – The GUI is tested for its effectiveness as an interface. This is usually done with user testing.
· Test Application – A sample application that is generated using the language build.
· Test Application Test Results – This is the document containing the information from software tests performed on the sample application. This might include a comparison of performance of the application against an application written for the same purpose, but in a General Purpose Language, such as Java.
· Efficiency Analysis - This is a document of the analysis of the efficiency of the language at creating domain specific applications and the numerical data on the stability and extensibility of the language. This is basically the document that will serve as proof of the usefulness of the language as a DSL and will contain a measure of its expressive power.
Proof of Concept
With our process and its relation to RUP outlined and documented, the next step in our development of the process was to create a proof of concept. Basically, we need to use our process to develop a Domain Specific Language. By doing so, we could show that the process actually works as a guide to development and by testing the finished product we could analyze its efficiency using the Testing discipline that we modified. Neither of us had developed a Domain-Specific Language before, and so our ability to develop a DSL solution would be indicative of the effectiveness of the process. Additionally, since we had very specific time and team size constraints, this would serve to demonstrate the configurability of our process. 

The first concern was identifying our limitations and constraints:

· We were going to be developing the language as part of a project, and thus only had a maximum of four weeks to devote to it. This would mean that we had to plan all the phases and iterations in such a way that each took approximately a week.

· The team is comprised of two people. Because of our small team size, communication and organization was not going to be one of our main concerns with this project.
· We had never developed a language before – Our experience with domain specific languages and domain specific language development consisted of the research carried out for this project. The proof of concept would be our first experience with developing a DSL. This added to the strength of the demonstration, since one of the reasons for the DSL development process is to provide novices to DSL development with the proper guidance.

With these things in mind, our next concern was to find an appropriate problem domain. One of the things we strived for was to avoid artifice and not use a contrived problem domain. That is, we did not want to take an existing problem domain and alter it in such a way that it suited our needs. On the other hand, we could not tackle a complex domain, because of the limitations on our resources. In fact, the search for a suitable problem domain took up more time than we had initially allotted for. The whole need for search was unnatural because in a real-world situation there wouldn’t be a need to search for a problem domain, since the customer would present it. 

Our search for a problem domain ended when Professor Pollice introduced us to an open source project called Hibernate (http://www.hibernate.org/). Hibernate is a solution for persistent object mapping to a relational database. After looking at the implementation and functionality of Hibernate, we realized that the problem domain that it addressed was appropriate, in terms of size and complexity, for our proof of concept. We decided to develop a Domain Specific Language that would create persistent classes that could be saved to a relational database. Since this language is meant as a proof of concept, we only ever intended implement a small subset of the functionality offered by Hibernate.
One of the first decisions that we made was to improve upon Hibernate. The way in which we proposed to do that is to include support for multiple languages. This would mean that our language would be able to take user input and create persistent objects in a number of languages, with the support for the languages designed as components that can be added or removed from the language. We also wanted to include a similar modularity on the database end of the solution, meaning that the language would feature component-based support for different database systems. 
The best way to document our development process is to split it up into the four RUP phases: Inception, Elaboration, Construction and Transition. For us, each phase lasted one iteration, because of time and size constraints. 
Inception:
We began our development by engaging in Domain Modeling. We did not have a domain expert, and thus our domain knowledge came from research. The main source of information about the domain came from “Hibernate: A Developer’s Notebook”, written by James Elliot, and from an index of object-relational mapping articles we found online
(http://www.service-architecture.com/object-relational-mapping/articles/index.html). We created documentation for Process-Entity Relationships, Process-Actor Relationships, list of domain entities, list of domain actors, and constructed a domain glossary. Together, these documents represented our domain model. None of them ended up being very complex, but this suited us just fine. We also created a Vision document, which assessed domain status. Our Vision was also very simple, but once again, this was not a problem, since as a two-person team, we did not require extensive documentation.

Next, we carried out further research as part of understanding the stakeholder’ needs and tried to identify the target user of the language. We decided that the target user would be the software developer in charge of creating persistent objects for a system. This would mean that it would be someone with an understanding of object-oriented design and experience with software development. We decided to use Java to write our interpreter and XML for our input needs. Although using XML, which is an already developed language, seems at first to contradict the goal of our activity (creating a new language), in reality it is the XML schema that we use to specify input to our interpreter that is the new language that we create. 
Elaboration:
With all this collected and created information, we proceeded to decide on the architecture for the solution. We decided to work with Java as our only input language, to cut down on implementation time. However, we designed the solution in such a way as to enable support for other languages. We used our domain model to create a class diagram detailing the system of the solution. This consisted of an interpreter class, parser, file reader, file writer, persistent object class, a UI class, and an interpretation controller, which is responsible for making all the different components work together. Given proper well-formed XML input, the system has to be able to generate code in the selected language. The generated code will represent a class that can be mapped to the specified database system. Support for different database systems would require a separate connector for each database system to be added to our interpreter.
We decided to not develop a visual interface or language-specific tool for our language. One of the reasons was time: we felt that there was not enough time left before the proof of concept had to be delivered and so we could not afford to spend time developing a tool/interface. The second reason was necessity: given the interpreter and the XML schema, creating persistent objects was simple enough that no special tool was necessary to make the task even easier, since our specified target user would be comfortable with the activities required for object mapping under the current version of our language.

Construction:
With all the documentation and models that we had prepared, and the class hierarchy already laid out, the main coding issue was going to be creating a good input parser and output generator. We read up on these topics and got down to actual coding. We were using the Eclipse platform for our Java coding needs and a CVS repository for source control, and thus the development process went pretty much seamlessly. We started by establishing a basic parser and generator and then continued to add functionality to each until we obtained full functionality. 
The next thing we developed is the database connector. We used a simple MySQL database, because that is the system that we were the most familiar with. The database connector is included with the generated class as a jar file and as long as the class has the jar in its class path, it can connect to the specified database system to store and retrieve objects of that class.

With all the components working, we established that we had completed a build of our language.

Transition:  
In the transition phase, we concentrated on testing the language. We created a number of input files and used them to generate persistent classes. We then used the persistent classes to store and retrieve objects from a MySQL database. The performance of the languages matched our expectations, as did the performance of the generated code. 

The last step in our process was to finish documentation of the language and then package the solution as an Eclipse project, so that anyone who wished may continue work on this DSL. 
Analysis
After developing our solution, we generated a number of metrics for our work and calculated some more that we could not generate. These are as follows:
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Code metrics for proof of concept

Some additional metrics: 

Development Time (hours): ~20

Input to Output Efficiency (Lines of Code)

Input – 44 lines

Output – 90 lines

So, from the figures provided, it can be concluded that the solution is fairly simple and stable, without any complex inter-package dependencies, many static methods and unnecessary classes. The input to output ratio might not seem as high as would be desirable for a Domain Specific Language (roughly 1 to 2), but the real news is in the following statistics.

Expected costs:

Adding new output Language

-Approximately 130 lines of code

Adding support for new database

-Approximately 50 lines of code

This means that it is very easy, assuming that the developer knows what he/she is doing, to add support for additional languages and databases to the language. This increases the usefulness of the language of the language exponentially. It can be looked at as not just an XML to Java to MySQL converter, but rather as a tool that can offer persistence to any number of database systems from any number of programming languages.

As a result, we consider our proof of concept a successful Domain Specific Language. With the documentation and code examples provided, any developers with some knowledge of persistent object mapping and the input and output specifications involved can adapt the language for their own relational object-mapping solutions.

Conclusion and Recommendations

Benefits

With the analysis of the proof of concept complete, we decided that we had succeeded at creating the first version of our Domain Specific Language Development Process. After using the process ourselves, we feel that we can reassert the benefits that we believe this process provides to DSL developers. They are as follows:

1) Software reuse – As a Domain Specific Language is an agent of software reuse, the development of DSLs results in the implementation of software reuse. By providing this development process, we are offering a structured approach to the reuse of software not just at the level of code but at the highest level, such as the reuse of specifications.
2) Ease of use – As this process was modeled on RUP, we have tried to follow the principles of scalability and configurability that are a feature of RUP. The disciplines that we modified and the artifacts that we designed are meant to enhance the development process, and not impede it, and once the developers configure the process to their specific needs, they are not faced with any unnecessary activities that come out of the process. 
3) Guides development – As first-time DSL developers, we can attest to the fact that this process guides developers through all the steps necessary for creating a stable and powerful DSL. Using this process, we were able to determine all the necessary information about the domain, translate it into software requirements and then proceed with implementation and testing without running into any dead ends or stalling development. This is why we feel that this process will be a useful tool for developers who are considering a DSL as a solution.
Recommendations
Since this process was designed as an extension of the Rational Unified Process, the first logical recommendation for further work would be to suggest the creation of a RUP plug-in. This would further enhance the familiarity factor for the process and increase its ease of use quotient. If the process was available as a RUP plug-in, then it would contribute to the likelihood of RUP users to identify a DSL as a possible solution, which is one of the goals of developing this process.

We also plan to continue to improve on the documentation for the process, to make it more attractive for developers. This will include refining our artifacts, to make them even more useful. We also want to publish guides to using the process for small and large teams and large and small projects. In addition to this, we are currently looking at publishing an article in the Rational Edge, a monthly e-zine dedicated to the practitioners and decision-makers in the Rational community. Through all these activities, we hope to increase the publicity for our developed process and increase the use of Domain Specific Languages as viable solution alternatives in the software development field. 
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